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INTRODUCTION

O

ne of the virtues of good theory in international relations is to be able
to assist policymakers in anticipating future developments.1 This is
ever more important in the era of great power competition between
the United States, China, Russia, and other powerful states. But what makes
it particularly relevant also creates a distinct challenge: great power competition on a geopolitical scale is rare, and making good predictions of rare events
is difficult.
Take China as an example: it is the only socialist country in history that, while
remaining authoritarian, has abandoned central planning and grown its economy to one of the world’s largest. As a result of this uniqueness, there are not
enough comparable precedents to draw statistical inferences about China’s
major policy moves.2 Will President Xi Jinping’s administration enact more
or less pro-market reforms? Will China concede to U.S. demands in their
ongoing trade fight? Will the 2019 Hong Kong protests, which are ongoing
at the time of this writing and have, at times, turned violent, face a Tiananmen-like crackdown by the Chinese government? The conventional toolkits
used by political scientists are not adequate for answering specific, near-term
questions of this nature.3 Additionally the domestic and international politics
of these events are intertwined, further complicating the challenges of predicting future developments.
In this article, we employ a new approach hinging on machine learning to
tackle these prediction problems. We start from an assumption that propaganda is an effective tool for moving public opinion and is therefore of indisProtesters in Hong Kong gather in opposition to the Chinese extradition bill on June 12, 2019.
Photo by Studio Incendo.
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pensable policy value to authoritarian regimes.4 Changes in propaganda content, therefore, often precede changes in actual policies. While fundamental
socio-economic factors that drive policy changes may be too complex to sort
out, natural language processing techniques can help us detect early warning
signs in propaganda before policy changes take place.
In the context of China, we have conducted two studies that attempt to predict the Chinese government’s next moves by analyzing its official newspaper,
The People’s Daily. The only input in these studies is the full text of the newspaper from when it was established in 1946 to the present day.
In the first study, we attempt to predict, on a quarterly basis, changes in China’s policy priorities by detecting changes in The People’s Daily’s editorial emphasis. The predictive algorithm has important implications for the U.S.-China trade negotiations. The second study tries to predict, on a daily basis, if
and when the Chinese government will crack down on Hong Kong protesters.
The assessment is made by comparing how closely The People’s Daily’s narrative regarding the ongoing Hong Kong protests resembles that regarding the
Tiananmen protests.
While our studies have focused on China thus far, the machine learning
framework is by no means only applicable to this context. We end this article
with a discussion on how this method can be applied to a variety of other situations around the globe.
THE “VALUE” OF PROPAGANDA
Government propaganda in authoritarian regimes is commonly criticized,
rightfully, for containing biases and disinformation and failing to meet modern standards of journalistic integrity. For this reason, researchers often avoid
utilizing propaganda as a reliable source of information about a country of
interest. However, it would be misguided to dismiss the value of propaganda
in gleaning information about an authoritarian regime. In fact, propaganda
content is exceptionally informative—not of the factual world, but of the authoritarian regime’s own views and intentions.
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be able to convince the backward elements.”5 To fulfill that mission, he considered it a fundamental necessity “to transform the press from an organ which
primarily reports the political news of the day into a serious organ for the economic education of the mass of the population.”6 Josef Stalin further elaborated that the purpose of such “economic education” is to “convince the masses
by their own experience that
[the party’s] policy is sound,
thus ensuring the support
of the working class and inducing the broad masses of
the workers to follow [the
party’s] lead.”7 In short, the
regime relied on propaganda heavily to move public
opinion ahead of policy so
that subsequent economic
policies could move forward
with minimal resistance.

We have conducted two
studies that attempt to predict
the Chinese government’s
next moves by analyzing
its official newspaper, The
People’s Daily.

The Soviet propaganda model has been followed by China from its inception
in 1949 through the modern era. As the literature on China’s propaganda
system has shown, despite the transformation in the late 1970s from central
planning to market economy, the Leninist model of indoctrination and mass
mobilization remains quintessential in China’s political order.8 More recently,
in 2016, President Xi Jinping made a high-profile visit to three major state
news organizations and reiterated the role of China’s official media most explicitly: “all news media run by the party must work to speak for the party’s
will and its propositions, and protect the party’s authority and unity.”9
Because of a regime’s need to prepare the public for what is to come, a method
that detects changes in propaganda content would be, effectively, a method
that predicts changes in upcoming policies.10 This is the methodology underlying the series of Policy Change Index (PCI) projects, which we will describe
in subsequent sections.

One example is the Soviet propaganda system. In the earlier years of the
USSR, Vladimir Lenin asserted that “the whole task of the Communists is to

This approach is agnostic to the socio-economic factors that drive the changes
in policies; those factors are traditionally at the center of social science research
but are frequently too complex for generating specific predictions. Instead, we
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attempt to detect early warning signals of those changes in the regime’s own
words—words that are typically observed just before the changes take place.

whether an article appears on the front page—the most prominent space in a
newspaper—based on the text of articles in a certain period.14

One analogy in macroeconomics is the inverted yield curve. Many economists
believe that the yield curve tends to invert when a recession is afoot, making
it a near-term leading indicator. While the fundamental causes of a recession
may be complex, detecting an inversion of the yield curve, as a near-term forecasting exercise, does not require understanding those fundamental causes.
Similarly, in this approach to predicting policy changes, the exact socio-economic drivers of the changes are not essential to making the predictions.

Figure 1 outlines the method of constructing the PCI-China. For each fiveyear window, we build a front-page classifier to read the text of the articles
published within that time and learn to tell front-page articles apart.15 Whatever patterns the algorithm learns in this step would constitute a fairly good
understanding of the editorial emphasis during the five years in question. We
then deploy the same front-page classifier to the quarter following the fiveyear window and examine how the performance is. If the editorial emphasis
is more or less the same, the algorithm should perform just as well in the new
quarter as it did in the previous five years. But if the performance is very different, it would mean the editorial emphasis has changed from the preceding

POLICY CHANGE INDEX FOR CHINA11
China scholars tend to focus their attention on the Chinese economy and the
government’s prominent role in driving the national industrialization process.
While there are voluminous data on the Chinese economy, until now there
have been no quantitative indicators of the Chinese government’s policy priorities over a long period of time.12

Figure 1. Outline of PCI-China algorithm

In the first study, we fill that gap by devising the first of such measures, the
Policy Change Index for China (PCI-China hereafter), a predictive indicator
of major policy moves from the first quarter of 1951 to the third quarter
of 2019, and it will be updated
on a quarterly basis in the future.13 This indicator not only
helps us understand China’s
industrialization process in the
past but also allows us to make
short-term predictions about its
future.

We approach the problem
of predicting changes
in policy priorities by
detecting changes in The
People’s Daily’s editorial
emphasis.

As elaborated in the previous
section, we approach the problem of predicting changes in
policy priorities by detecting
changes in The People’s Daily’s editorial emphasis. Since editorial emphasis is
an abstract concept, we proxy for it using a front-page classifier that predicts
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five years to the next quarter. After all, the editorial emphasis is fundamentally
a reflection of what the government-controlled editors consider worthy of
front-page status, and, implicitly, which content is not so deserving.
We define the difference in performance between the two classification tasks—
the one for the five-year period and the one for the following quarter—as the
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PCI-China (for that particular quarter). When the indicator’s value is close to
zero, it means the two classification tasks are performing similarly, indicating
a stable editorial emphasis. In contrast, if the indicator’s value is high, it suggests a shift in editorial emphasis.
Finally, to produce a time series, we move the training period quarter by quarter, generating a quarterly indicator from the first quarter of 1951 to the present.
Figure 2 shows the PCI-China together with the set of events that academic
researchers generally consider important in the history of the Chinese economy in the modern era.16 For an indicator to be predictive in this context, it
would have to have two properties: (1) in terms of timing, it should spike up
before an actual policy change occurs; and (2) in terms of substance, since a
spike represents different classification performance between the quarter in
question and the previous five years, the content of the articles misclassified
by the algorithm should be consistent with the nature of the actual policy
change preceded by the spike. In other words, if the indicator spikes up before
the government changes policy A to policy B, and if the misclassified articles
around the spike correspond to a shift from topics related to policy A to that
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related to policy B, then the indicator is considered predictive of that particular policy change. As the figure shows, the PCI-China typically precedes
the labeled major events.17 Moreover, as we have demonstrated in our earlier
writings, the substance of those spikes is consistent with the policy changes
they precede.18
A good example is the 2005 reform slow-down under former President Hu
Jintao, largely attributed to his “Harmonious Society” initiative. This policy
change is picked up by the indicator in 2004—five quarters ahead of time.
Figure 3 provides a zoomed-in view around that time. At the time of the 2004
spike, the articles misclassified by the algorithm represent a shift away from
prioritizing pro-market reforms, such as privatizing state-owned enterprises
and allowing private companies wider and fairer access to various sectors in
the economy, to an emphasis on tackling a set of social issues, such as income
inequality, poverty, and regional imbalance in development, with interventionist government measures. These latter policies would be consistent with
government interventions that undermine the role of the market in allocating
resources, which is what did occur the next year with the “Harmonious Society” initiative.

Figure 2. PCI-China and major policy events

Figure 3: PCI-China and major policy events, 1997 Q1 to 2007 Q4

Yale Journal of International Affairs

Volume 15 | Spring 2020

7

The tool also has important implications for the ongoing U.S.-China trade
fight. The indicator shows two recent upticks, in the first quarter of 2018 and,
subsequently, the first quarter of 2019. In both cases, the editorial changes
suggest that China is taking increasingly strident positions in domestic issues and foreign policy. The newspaper coverage emphasizes, even more than
before, the importance of state-owned enterprises and using interventionist
measures to boost the economy, and it argues for taking a leadership position
on the global stage.
As we have written elsewhere, this editorial emphasis is inconsistent with
U.S. demands in the trade negotiations, namely, that China reduce the role of
government in its economy.19 Using the indicator, we have predicted consistently since the beginning of the year that China will not agree to making such
changes as part of a trade deal with the United States. What has transpired so
far has been in line with our prediction.
POLICY CHANGE INDEX FOR CRACKDOWN20
The year 2019 saw a series of protests in Hong Kong that persisted to the
time of this writing, stirring anti-China sentiment and spurring speculation
of a Tiananmen-like crackdown by the Chinese government on the semi-autonomous city.21
In the second study, we attempt to predict if and when such a crackdown will
occur using a method similar to the PCI-China. The output, which we call
the Policy Change Index for Crackdown (PCI-Crackdown hereafter), gives a
daily estimate of how close in time the 2019 Hong Kong protests are to the
Tiananmen crackdown in 1989. The closer the PCI-Crackdown’s output is to
June 4, 1989, the more likely a similar crackdown will happen in Hong Kong
as well.

not have free and fair elections, public opinion still matters to the government,
especially regarding such contentious, destructive policies as a crackdown. In
the days leading up to the June 4, 1989 crackdown on Tiananmen protesters,
The People’s Daily drastically changed its rhetoric on the protests. “Demonstrators” and “protesters” became “rioters,” and the students, who used to
“have a good heart,” now only wanted to “destroy the country’s future.” As
described earlier, we believe that the Chinese government’s playbook in this
regard has not changed since 1989, and that the same approach applies to
the case of Hong Kong: if the Chinese government were to crack down on the
protests, it would also change its narrative of the protesters in order to prime
public opinion to support government action. Our machine learning program
is built to detect such a narrative change.
Figure 4 shows the method of constructing the PCI-Crackdown, which is
similar to that shown in Figure 2. We first train a date classifier that predicts the date of publication for an article using the text of People’s Daily articles in 1989 that are related to the Tiananmen protests. We use the same
learning-from-examples approach, except that, here, instead of the algorithm
learning what kind of text appears in articles on the front page, it learns what
kind of text appears in articles on each date leading up to the Tiananmen
crackdown. After training the algorithm, we feed it the recent articles on the

Figure 4: Outline of PCI-Crackdown algorithm

Two challenges stand out in predicting the occurrence of such a crackdown:
(1) the protests and the government’s responses to them are highly interactive, and (2) a Tiananmen-like crackdown is a particularly rare event; it only
happened once before in China.
To overcome these challenges, we rely on the same hypothesis as before—propaganda precedes actions. The idea is, even though authoritarian regimes do
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Figure 5: PCI-Crackdown for 2019 Hong Kong protests

Hong Kong protests and ask it to determine the predicted dates for the new
articles. Because the model was trained using articles from 1989, it will likely
make “mistakes” when processing articles published in the present day, predicting that they are from 1989 as well. But this error is exactly what we aim
for: each (factual) date in the Hong Kong protest timeline is cast back—by
“mistake”—to the Tiananmen timeline, and the counterfactual date assigned
to that (factual) date is defined as the PCI-Crackdown for the Hong Kong
protests on that day.
Figure 5 shows the PCI-Crackdown for the 2019 Hong Kong protests as well
as a set of events related to the protests that indicate the change in tension.22
The horizontal axis shows the current timeline of the Hong Kong protests,
and the vertical axis shows the PCI-Crackdown, the counterfactual timeline
leading up to the Tiananmen crackdown. Each data point in this time series
gives an “as-if ” date in the Tiananmen timeline to the (factual) date in the
Hong Kong timeline, serving as a barometer of tension. As the PCI-Crackdown ascends toward the dashed line on June 4, 1989, the likelihood of a
Tiananmen-like crackdown in Hong Kong increases.
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When interpreting the output of the PCI-Crackdown model, it is important
to keep in mind that the tension generated by protests does not always increase in a linear fashion. While the level of tension in the month or so leading up to the Tiananmen crackdown was largely increasing throughout, the
evolution of tension in the ongoing Hong Kong protests can and did have its
ups and downs, which is what Figure 5 captures. For example, the spike of
the PCI-Crackdown on August 5, 2019, when the Chinese authorities were
conducting the first anti-riot drill near the Hong Kong border, reached the
level of rhetoric seen on May 26, 1989—less than ten days before the Tiananmen crackdown. The tension somewhat eased off in September and October, which was picked up by the indicator as it showed less frequent movements and registered lower values. However, the relative calmness proved to
be short-lived; the more recent violent confrontation between protesters and
the police in November brought the indicator back to a higher level.
The Chinese government’s narrative regarding Hong Kong is also very responsive to the dynamics of U.S.-China relations. For example, on October
14, 2019, after the U.S. and China agreed to signing a “phase-one” trade
deal, the indicator dropped from the previous high of May 19, 1989 to May
8, 1989, almost a month away from the June 4, 1989 crackdown. However,
just three days later, it bounced back to May 16, 1989 after the U.S. House of
Representatives passed the Hong Kong Human Rights and Democracy Act, a
bill the Chinese government claimed interfered in its internal affairs.
Since both the Hong Kong protests and the U.S.-China trade negotiations
are still ongoing, the PCI-Crackdown remains a useful way to gauge how the
events will unfold.
POTENTIAL APPLICATIONS
The People’s Daily is by no means a unique case in which authoritarian propaganda has predictive value. The same method can be readily replicated on
other authoritarian regimes with state-controlled media. The People’s Daily is
to China as the Rodong Sinmun is to North Korea, the Granma is to Cuba,
and the Nhân Dân is to Vietnam. Extending the PCI project series in this direction is part of our ongoing efforts.
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In addition, the PCI algorithms are also applicable to domestic politics. Any
politician or otherwise publicly accountable decision-maker may, for various reasons, find it necessary to alter their words before changing their actions. Imagine a liberal-leaning legislator who decides to support a conservative-leaning bill. Due to political pressure—be it from their legislative allies or
their constituents—it may be crucial that the legislator justifies their unusual
vote in advance. The PCI framework can enable us to predict changes in their
actions based on changes in their words.
We leave it to future research to explore these different contexts in which our
methodology can be applied. ■
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